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1. (a) We are given the signal in noise model y(t) = s(t)+n(t), where n(t) denotes
a white noise process and s(t) denotes the signal of interest. In this case,
the spectrum for the measurement is constant and equal to one due to the
trigonometric identity, i.e.

Φyy(ω) = Φss(ω) + Φnn(ω) = cos2(ω/2) + sin2(ω/2) = 1,

as the signal s(t) and noise n(t) are assumed to be independent. Therefore,
the noncausal Wiener filter is given directly by (7.30) in the course book,
i.e.

Hnc(ω) =
Φss(ω)

Φyy(ω)
= Φss(ω) = cos2(ω/2).

The spectra and WF can be plotted by evaluating Hnc(ω) and Φss(ω) over
a grid by:

w = linspace( 0, 2 * pi, 200 );

Phiss = cos( w / 2 ).^2;

Phinn = sin( w / 2 ).^2;

Hnc = cos( w / 2 ).^2;

plot( w, Hnc, ’k’, w, Phiss, ’r--’, w, Phinn, ’g’, ’LineWidth’, 2)

legend(’Hnc’,’Phi_ss’,’Phi_nn’);

xlabel(’frequency (rad/s)’); ylabel(’spectrum’);

which gives the output in the left of Figure 1.

Figur 1: The spectra of the signal, noise and filter (left) and the impulse response of
the filter (right).
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(b) The impulse response can be calculated either analytically or numerically
in MATLAB. For the analytical calculation, we make use of the identity

cos2(ω/2) = 0.5 + 0.5 cos(ω),

which is a periodic function with period 2π, so the inverse transform giving
the impulse response can be computed as

hnc(k) =
1

2π

∫ π

−π
cos2(ω/2)eiωkdω =

1

2π

∫ π

−π
(0.5 + 0.5 cos(ω))eiωkdω

= 0.5δ(k) + 0.25δ(k − 1) + 0.25δ(k + 1). (1)

Alternatively, we can compute it numerically by the inverse DFT using the
command ifft. The resulting code is given by:

N = 128;

w = ( 0:N-1 ) / N * 2 * pi;

Hnc = cos( w / 2 ).^2;

hnc = real( ifft( Hnc ) );

k=[0:N/2-1 -N/2:-1];

stem( k, hnc )

xlabel(’time’); ylabel(’impulse response’);

which gives the output in the right of Figure 1. Note that the output of the
inverse DFT is periodic and the last peak is the repetition of the peak at
lag −1. Thus, the autocorrelation coefficient at lag zero corresponds to the
first coefficient in the output from the inverse DFT.

(c) The variance can be computed using the basic formula (7.54) in the course
book, i.e.

Var(ŝ(t)) = Rss(0)−
∞∑

i=−∞
hnc(i)Rss(i),

where we can directly insert the results from the analytical calculation in
(1) to obtain

Var(ŝ(t)) = Rss(0)− hnc(−1)Rss(−1)− hnc(0)Rss(0)− hnc(1)Rss(1)

= 0.5− 0.252 − 0.52 − 0.252 = 0.125,

by realising that hnc(k) = Rss(k) for k ∈ {−1, 0, 1}. Alternatively, it is
possible to calculate the variance using MATLAB by the following code:

N = 1024;

w = ( 0:N-1 ) / N * 2 * pi;

Phiss = cos( w / 2 ).^2;

Hnc = cos( w / 2 ).^2;

hnc = real( ifft( Hnc ) );

Rss = real( ifft( Phiss ) );

svar = Rss( 1 ) - sum( hnc .* Rss ),

which gives the same result as for the analytical computation.
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2. (a) The AR(1) model can be expressed as

y(t) = a1y(t− 1) + e(t),

with et ∼WN(0, σ2
e) from which we directly can compute

Ryy(1) , E[y(t)y(t− 1)] = a1E[y(t− 1)y(t− 1)] + E[e(t)y(t− 1)]

= a1Ryy(0)

which gives the Yule-Walker equation for an AR(1) model. These will ac-
cording to theory converge to the least square solution given by (6.55) in
the course book, i.e.

Ryy(0)a∗1 = Ryy(1),

as the number of observations N →∞. This directly gives us

a∗1 =
Ryy(1)

Ryy(0)
,

as the estimate of a1 given the autocorrelation function.

(b) We can carry out the same calculations to obtain the Yule-Walker equations
for the AR(2) model (see task 6.1 in the exercise book). The convergence
properties are again same as for the least squares solution and is given by
(6.55) in the course book, i.e.(

Ryy(0) Ryy(1)
Ryy(1) Ryy(0)

)(
a∗1
a∗2

)
=

(
Ryy(1)
Ryy(2)

)
,

We can extract an explicit expression for the estimate of a1 by

a∗1 =
Ryy(0)Ryy(1)−Ryy(1)Ryy(2)

R2
yy(0)−R2

yy(1)
,

where we use the explicit formula for inverting a 2× 2 matrix.

(c) The covariance matrix of the AR(1) parameter vector can be computed
using (6.55) in the course book. By identifying thatRN = Ryy(0) we directly
obtain that it will converge to

NCov(â)→ σ2
eR
−1
yy (0),

when N →∞ and similarly for the AR(2) model with â = (â1, â2)

NCov(â)→ σ2
e

(
Ryy(0) Ryy(1)
Ryy(1) Ryy(0)

)−1
, N →∞.

That is, the variance is (using the explicit matrix inversion formula)

NCov(â1)→ Ryy(0)

R2
yy(0)−R2

yy(1)
σ2
e > R−1yy (0)σ2

e , N →∞.

That is, the variance for the estimate of a1 is always larger when we assume
an AR(2) model for data generated from an AR(1) process.
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3. (a) As can be seen from the data, the first half of the data set consists of
background noise, while the second half of the data set consists of both
the ping sound and background noise. The first half can hence be used to
compute Φnn(ω). The second half can be used to compute Φyy(ω). From
these two quantities, the spectrum of the ping sound can subsequently be
computed as Φss(ω) = Φyy(ω)− Φnn(ω).

Computing the spectrum using (3.28a) from the course book leads to a noisy
spectrum. Instead, we want to obtain a more smooth spectrum estimate.
One way to do this is to use the filtfilt command in MATLAB using the
filter components a0 = 1, ai = 0 for i > 0 and bi = m−1 for i = 0, 1, . . . ,m.
In that case,

a0yn = b1xn + b2xn−1 + . . . bmxn−m ⇔ yn =
1

m

m∑
i=1

xn−i+i.

where x is the spectrum obtained using (3.28a) and y is the smoothed
spectrum. The following Matlab code can be used to compute the spectrum:

close all, clear, clc

load porpoise

N = length(y);

T = 1/fs;

% Split the data up in two parts

y1 = y( 1: floor(N/2) );

y2 = y( (floor(N/2)+1): N );

N1 = length(y1);

N2 = length(y2);

%% Estimate the measured spectrum Phiyy

% Use the second part of the data set

w = (0 : (N2-1) ) / N2 * fs;

m = 5;

Phiyy = filtfilt( 1 / m * ones(m,1), 1, ...

T / N2 * abs(fft(y2).^2) );

% Plot Phiyy

figure(1), clf, plotfix

semilogy( w, Phiyy, ’b-’ )

xlabel(’Freq [Hz]’), ylabel(’Spectral estimate’)

hold on

%% Estimate the noise spectrum Phinn

% Use the first part of the data set

Phinn = filtfilt( 1 / m * ones(m,1), 1, ...

T / N1 * abs(fft(y1).^2) );

w = (0 : (N1-1) ) / N1 * fs;

% Plot Phinn

semilogy( w, Phinn, ’g’ );
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Figur 2: The spectra of the signal y(t) (top), the background noise n(t) (middle) and
the ping sound s(t) (bottom).

%% Estimate the signal spectrum Phiss

Phiss = abs(Phiyy - Phinn);

% This difference can be negative due to estimation uncertainty,

% but spectra must be positive, therefore the abs approximation

% Plot Phiss

semilogy( w, Phiss, ’r’ );

legend({’\Phi_{yy}’,’\Phi_{nn}’,’\Phi_{ss}’},4)

The resulting spectra can be found in Figure 3a. The dominating frequencies
of the ping sound lie around 1.4 · 105 Hz and 2.56 · 105 Hz.

(b) The non-causal Wiener filter can be computed using (7.30). It can subse-
quently be applied to the data in the frequency domain as described in
Section 4.7.3 to obtain an estimate of the ping sound ŝ(t). The estimate
and the original measured signal can be found in Figure 3b. Note that they
look very similar, which is to be expected due to the fairly low noise level
as compared to the ping sound. The code for computing the non-causal
Wiener filter and for computing and plotting ŝ(t) can be found below.

%% Exercise 3b

% Compute the non-causal Wiener filter
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Hwf = Phiss ./ Phiyy;

% Do filtering in frequency domain to compute shat

Shat = Hwf .* fft( y2 );

shat = real( ifft( Shat ) );

% Plot the estimated signal and compare to the original signal

t = (N1+1:N1+N2)/fs;

figure(2), clf, plotfix

plot(t,y2,’b’,t,shat,’r’)

xlabel(’Time [s]’),

xlabel(’Time [s]’),

legend({’Original signal’,’Estimated signal’},1);

% Evaluate the noise compression on the first part

S1hat = Hwf .* fft( y1 );

s1hat = real( ifft( S1hat ) );

std(s1hat), std(y1)

t1 = (1:N1)/fs;

figure(3), clf, plotfix

plot(t,y1,’b’,t,s1hat,’r’)

xlabel(’Time [s]’),

xlabel(’Time [s]’),

legend({’Original signal’,’Estimated signal’},1);

The standard deviation of the measurement and signal estimate on the first
half of the signal is

ans =

0.0077

ans =

0.0072

That is, a small but still significant difference, so the noise is slightly supp-
ressed.

4. (a) The RTS backward sweep (8.46a) becomes in the stationary case (note that
A is time-independent)

x̂(t− 1|N) = x̂(t− 1|t− 1) + P̄fA
T P̄−1p

(
x̂(t|N)− x̂(t|t− 1)

)
.

Eliminating the predictions using the standard Kalman filter forward sweep
time update (8.17a) and (8.17b) gives

x̂(t− 1|N) = x̂(t− 1|t− 1) + P̄fA
T
(
AP̄fA

T +Q
)−1 (

x̂(t|N)−Ax̂(t− 1|t− 1)
)
.

Re-arranging the terms gives

x̂(t− 1|N) = (I − P̄fAT
(
AP̄fA

T +Q
)−1

A)x̂(t− 1|t− 1) + P̄fA
T
(
AP̄fA

T +Q
)−1

x̂(t|N).

This can be written as(
I − qP̄fAT

(
AP̄fA

T +Q
)−1)

x̂(t− 1|N) = (I − P̄fAT
(
AP̄fA

T +Q
)−1

A)x̂(t− 1|t− 1).
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Figur 3: The original signal y(t) (top) and the estimated signal ŝ(t) (bottom).

That is, the filter is given by

Hb(q) =
(
I − qP̄fAT

(
AP̄fA

T +Q
)−1)−1

(I − P̄fAT
(
AP̄fA

T +Q
)−1

A).

(b) The forward filter is the stationary Kalman filter in filtering form. Writing
(8.21) on stationary form

x̂(t|t) =
(
A− K̄CA

)
x̂(t− 1|t− 1) + K̄y(t),

and rearranging terms

x̂(t|t)−
(
A− K̄CA

)
x̂(t− 1|t− 1) = K̄y(t).

This results in the following expression for Hf (q)

Hf (q) =
(
I − q−1A+ q−1K̄CA

)−1
K̄.
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